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Abstract

We present ASHLAR, an arithmetization-oriented hash function over large prime fields
whose degree engine is a Feistel chain of field squarings, surrounded by z® rounds in a
HADES frame. Against recent FreeLunch and resultant pipelines, this suggests measuring
bits of CICO ideal degree per R1CS constraint. Squaring provides one bit per constraint. We
prove that this is an upper bound for zero-dimensional ideals presented in R1CS: C rank-1
constraints give quotient dimension at most 2¢. Attaining the bound still requires a square,
genuinely quadratic, Bézout-tight presentation; reduced experiments measure ASHLAR’S
engine attaining it at six points.

For a fixed-arity 2-to-1 hash over the BN254 scalar field at width 3, ASHLAR uses 191
measured R1CS constraints, compared with derived counts of 243 for the published
POSEIDON schedule and 240 for POSEIDON2. The corresponding BN254 permutation runs
within 11% of POSEIDON2 natively, while the hash costs 14,232 EVM gas against POSEIDON’s
18,229. At width 12 over Goldilocks, the permutation is 4.09x slower than POSEIDON2
natively, and the Plonkish comparison depends on the available gate-degree budget.

We prove a 2(t + 1) active-z® count for differential trails and nontrivial linear trails with
nonzero correlation, and that the bare engine’s CICO-(1, 1) ideal has quotient dimension 2°
and is in shape position. This degree is not a lower bound on the cost of finding a base-field
solution; an (2°) statement holds only in a dense-representation model and is conditional
on square-freeness. In measured bare-engine configurations where input word 0 is fixed, each
additional output constraint removes one chunk from the geometric degree; the branch with
word 0 free remains conjectural. The tested linear-cancellation mechanism does not survive
the normative bracket, but the full permutation’s multi-output ideal degree and the algebraic
security of the deployed mode remain open.

1 Introduction

1.1 The post-FreeLunch efficiency question

Arithmetization-oriented (AO) hashes are designed to be cheap inside proof systems. Designs
such as GMIMC [1], POSEIDON [17], and RESCUE-PRIME [25] reduce multiplicative complexity
or balance forward and backward degree, while the lookup line from Reinforced Concrete [15]
through MONOLITH [16] and SKYSCRAPER [11] moves nonlinearity into tables.

The FreeLunch and resultant attacks [7, 6, 4] showed that, for their algebraic pipelines,
estimated S-box degree can exceed the degree that actually governs the change of monomial
order. Several designs were consequently broken at or near full rounds in CICO-1; later work also
found full-round breaks for some GRIFFIN and ANEMOI variants in a multi-output setting [5].
These results motivate a conservative accounting question, without implying a general lower
bound on solving cost:

How many bits of CICO ideal degree does a design buy per R1CS constraint?

An S-box of degree d represented by C' rank-1 constraints contributes at most logy d/C bits per
constraint in its natural coarse model. Thus z® gives logy 5/3 = 0.774, 7 gives log, 7/4 = 0.702,



and squaring gives 1. More generally, Proposition 1 proves that a zero-dimensional CICO ideal
presented by C rank-1 constraints has quotient dimension at most 2¢. Equality is not automatic:
the surviving presentation must be square, genuinely quadratic, and have no solutions at infinity.
We therefore measure attainment rather than infer it from the S-box degrees (Section 7.2).

ASHLAR follows this observation. Its partial section is a chunked Feistel chain of squarings,
while z¢ bracket rounds provide statistical nonlinearity and a backward-degree barrier. The
bracket is essential and is not free: it prevents the complete hash from being globally R1CS-
optimal, and the many cheap rounds are expensive in cost models that price rows or native
linear layers. We report those losses alongside the R1CS gain.

1.2 Contributions

The paper distinguishes proved statements, measurements, derived comparisons, fits, conjectures,
and open questions in the surrounding prose and captions. Its contributions are:

1. A reproducible design. We specify the ASHLAR permutation, candidate parameter sets
over BN254/BLS12-381 and Goldilocks, a normative fixed-arity hash, constant generation,
and exhaustive scalar-MDS and subspace-trail gates (Section 3).

2. An R1CS ceiling and an attaining engine. We prove the one-bit-per-constraint ceiling
and measure the squaring engine attaining it at six reduced points. The width-3 hash uses 191
measured constraints, against derived counts of 243 for POSEIDON and 240 for POSEIDON2
(Sections 6.1 and 7.2).

3. A structural engine theorem with explicit scope. The bare engine’s CICO-(1,1)
ideal is zero-dimensional, in shape position, and has quotient dimension 2° under an explicit
nonvanishing condition (Section 5.3). This is not a lower bound on solving CICO; the deployed
mode’s algebraic security remains an assumption (Sections 5.4 and 5.7).

4. Statistical trail bounds. Any nonzero differential trail or nontrivial linear trail with
nonzero correlation activates at least 2(¢ + 1) ® S-boxes. The resulting trail probability and
correlation estimates additionally assume round independence and do not bound differential
or linear hulls (Section 5.2).

5. A multi-output result against the design. On the bare engine, each additional output
constraint removes one chunk from the geometric degree. The formula is measured only when
input word 0 is fixed. At normative parameters the tested linear cancellation is absent, but
the full multi-output problem remains open (Section 5.6).

6. Cross-model evaluation. We report R1CS, native, EVM, and Plonkish costs with per-row
provenance. ASHLAR wins against the reported R1CS baselines and measured POSEIDON
EVM implementation, is close to POSEIDON2 natively over BN254, and loses substantially to
it over Goldilocks (Sections 6 and 7).

1.3 Related work

ASHLAR belongs to the low-degree power-SPN line from MIMC [2] and GMIMC [1, 9] to
PoOSEIDON and POSEIDON2 [17, 18]; it changes the degree engine rather than the HADES
frame. RESCUE-PRIME and RPO [25, 3] balance 2® with /%, while lookup-oriented designs
[15, 16, 26, 11] target arithmetizations in which tables are cheap. Our algebraic analysis follows
the CICO, resultant, and Grébner literature [7, 6, 4, 5, 23, 12]; the differential and subspace
arguments use the wide-trail and subspace-trail frameworks [13, 20].



2 Preliminaries

2.1 Notation

[F,, is the prime field of order p. The state is x = (z¢,...,24-1) € }Ff, with ¢t > 2 the width. We
write a for the smallest odd integer >3 with ged(a, p— 1) = 1, so that z — z® is a permutation;
o =5 over the BN254 and BLS12-381 scalar fields and o = 7 over Goldilocks (p = 264 — 232 4 1).
S denotes the total number of squarings in the partial section, k the chunk length (squarings
between successive internal-matrix applications), and Rchunk = [S/k] the number of chunks. A
sponge of width ¢ has rate r and capacity cap with r 4 c,p = t. Mg and M are the external and
internal linear layers. wt(-) is the Hamming weight of a difference pattern.

2.2 Arithmetization cost models

We report cost in four models; only what we need is recalled here.

R1CS. A rank-1 constraint system expresses a computation as triples (a, z) - (b, z) = (c,x).
Linear operations are free; the cost is the number of multiplications. A squaring costs one
constraint, 2° costs three, 27 costs four. This is the model in which squaring is optimal, and it
is the model Groth16 [21] deployments pay.

The sense in which squaring is optimal is the following, and we state it as a proposition
because the paper’s thesis rests on it being an upper bound for the class rather than a value our
design happens to reach.

Proposition 1 (Degree ceiling of an R1CS presentation). Let a CICO instance be presented as
an R1CS with C rank-1 constraints over a witness vector z with N = |z|, together with L linearly
independent linear equations (those firxing the non-free input coordinates and those constraining
the output coordinates) and let J be the resulting ideal. Write n = N — L for the number of
variables surviving elimination of the linear equations. If J is zero-dimensional, then

D = dimp, Fplz]/J < 2" < 2€

sology D < C: an R1CS presentation yields at most one bit of ideal degree per rank-1 constraint.
Equality D = 2° requires all three of

(i) n = C, so that the surviving system is square;
(ii) every surviving constraint of total degree exactly 2; and

(i%i) the homogenised system having no solutions at infinity over Fp, i.e. the system being a
zero-dimenstonal complete intersection whose projective closure misses the hyperplane at
infinity.

Given (i) and (ii), condition (iii) is necessary and sufficient.

The proof is in Appendix A. The three equality conditions correspond to three distinct losses:
redundant constraints (n < C'), surviving equations of degree below 2, and failure of Bézout
tightness at infinity. This is why attainment is measured per presentation in Section 7.2.

Applying the same argument to a coarser model with one degree-d; equation per S-box gives
the weaker ceiling []; d;. Attaining that product does not imply D = 2¢ unless the model is the
quadratic R1CS presentation itself; the two notions coincide for the squaring engine and differ
for the other rows of Table 8.

Plonkish. Cost is rows times a per-row gate budget, with custom gates of bounded degree, in
the sense of PLONK [14] and its custom-gate descendants. Raising the maximum gate degree
enlarges the coset FFT domain, so row count alone is not the whole cost; we report rows,
maximum gate degree, and the extended-domain blowup together (Section 6.4).



ATR. Cost is trace width times length, with a bound on transition constraint degree. We
recall it for completeness of exposition; it is not a metric this paper measures or reports on
(Section 6.5).

Native and on-chain. Wall-clock evaluation cost, and EVM gas, where every field multiplica-
tion is separately priced and the linear layer is not free: a model in which the R1CS accounting
is actively misleading (Section 6.3).

2.3 CICO, ideal degree, and the algebraic pipeline

Because several distinct problems in this paper are all called “CICO” in the literature, we index
them by their coordinate counts and use that indexing throughout.

Definition 2 (CICO-(n;,n0)). Let m be a permutation on F},. Fix a set I C {0,...,t — 1} of
free input positions with |I| = ny, a set O C {0,...,t — 1} of constrained output positions with
|O| = np, and a target T € IFI?. The problem CICO-(ns,no) asks for 2 € F, with 2; = 0 for all
j ¢ 1 and w(z); = 7; for all j € O. Unless stated otherwise 7 = 0.

I and O index coordinates of different copies of IFZ, the domain and the codomain, so they
need not be disjoint: a position may be both a free input and a constrained output.

The system has n; unknowns and np equations, so it is generically zero-dimensional exactly
when n; = np, over-determined when no > njy, and positive-dimensional when nop < nj.
Whenever we state a CICO result we give (nr,no), the coordinate sets I and O, and the target
explicitly, because the security notion, the proof model, and the experiments in this paper use
different values and are not interchangeable.

The notion relevant to a sponge with rate r and capacity cap is CICO-(r, ¢ap) with I the rate
positions, O the capacity positions and 7 = 0: a solution violates the hermetic assumption. An
attacker may also constrain more outputs than the capacity, up to no < ny = r, since a solution
of a more constrained instance is still a valid one; whether that is cheaper is exactly the question
of Section 5.6. Because O ranges over output coordinates independently of I, this is well posed
at every width we report, including ¢t = 3 with np =2 and ¢t = 12 with n; = 8, np > 6.

The fixed-arity hash is a different problem, and we keep it separate. Our normative
mode (Section 3.8) is hash2(a,b) = 7([a,b,0])o. Its preimage problem ¢s an instance of Defini-
tion 2, but not the same instance as the sponge notion. Three distinct problems are in play,
separated by their coordinate sets and targets rather than by any overlap condition:

Definition 3 (The three notions). For 7 on F3 with hash2(a,b) = = ([a, b, 0])o:

(a) Sponge CICO: CICO-(r,cap) with I ={0,1}, O = {2}, 7 = 0; the hermetic-assumption
notion, 2 unknowns and 1 equation at t = 3.

(b) Truncated-hash preimage: CICO-(2,1) with I = {0,1}, O = {0} and 7 = y given:
find (a,b) with 7([a,b,0])p = y. Two unknowns, one equation, hence generically positive-
dimensional.

(c) Truncated-hash collision: find (a,b) # (d/,b") with ([a,b,0])o = 7([d’,b,0])o. Four

unknowns, one equation, over two copies of 7; not an instance of Definition 2.

Proposition 10 is none of these: it is CICO-(1,1) on the bare engine, with I = {0} (the free
input is the word entering the first squaring, which is what makes its hypothesis degx o = 1
hold) and O any single output coordinate, 7 = 0. We say so wherever the proposition is used,
and Section 5.7 states what is and is not established for (a)—(c).

For a zero-dimensional CICO instance, the standard algebraic pipeline is



model — Fy/F5 (degree order) —» FGLM (change of order) — factor the eliminant.

Positive-dimensional instances do not enter this FGLM pipeline. We study them instead
through projective degree and generic linear slices.

Two quantities describe the algebraic systems. The solving degree is the highest degree reached
in the Fy/Fs step. For a zero-dimensional ideal, the quotient dimension D = dimg, Fylx]/T
governs the FGLM change-of-order step, at ~D%. D is defined only when Z is zero-dimensional,
i.e. when n; = ng. When np < nj the quotient is positive-dimensional and D is undefined; the
corresponding invariant is Dgeo, the degree of the projective closure of V(Z) in P™ under the
standard embedding, the number of points in which that closure meets a generic linear subspace
of complementary dimension. It governs generic slicing and projective-degree computations,
not a standard FGLM step. The two degrees agree in the zero-dimensional case, but they are
not interchangeable; we use D and Dge, accordingly throughout and never write D for the
positive-dimensional case. Three qualifications matter, because the paper’s central proposition
depends on them: D equals the number of solutions over the closure only with multiplicity; it
equals the number of distinct solutions only when Z is radical; and it equals the degree of a
univariate eliminant only when the chosen projection is separating. These are not automatic;
we verify rather than assume them. A degree fall (the solver returning to a step degree it has
already passed) signals cancellation from hidden structure, the phenomenon that made several
designs breakable below their claimed security.

The FreeLunch insight [7] is that for many AO systems there is a monomial order in which
the system is already a Grobner basis, so the Fj step is nearly free and the entire cost is the
change of order. The defence is to leave that pipeline no ideal-degree slack to exploit. Removing
the slack blocks the named dense FreeLunch and resultant pipelines through that particular
mechanism; it does not show that the true cost of returning one base-field solution equals the
ideal degree. Section 5.3 computes the degree, Section 5.5 reports what we measured about
solver behaviour without identifying an initial ideal, and Section 5.4 states plainly which of these
is a theorem, which is model-relative, and which is neither.

2.4 Wide trail and branch number

For a linear layer M, the differential branch number is min,o (wt(v) + wt(Mv)). A t x ¢t matrix
is MDS exactly when its branch number is ¢ 4 1, equivalently when every square submatrix is
nonsingular. The wide trail strategy [13] lower-bounds the number of active S-boxes across two
S-box layers separated by M by the branch number, and thereby upper-bounds trail probability.

One distinction recurs throughout this work. Scalar MDS counts active S-boxes per word;
block or bundle MDS counts them per group of words. ASHLAR’s differential argument (Sec-
tion 5.2) counts per word and therefore requires scalar MDS with branch ¢+ 1. Several attractive
cheap constructions in the literature, POSEIDON2’s My-block external matrix (branch 7 at ¢t = 12)
and the rotational-add construction [28] (branch 5 over 4 bundles), provide only bundle MDS
and are therefore inadmissible here. This is the structural cause of our Goldilocks concession;
Section 7.3 returns to it.

3 Specification

3.1 State, field, and S-boxes

ASHLAR operates on = € IFZ, t > 3, for an odd prime p with ged(a,p — 1) = 1 for the smallest
odd o > 3. It uses exactly two nonlinearities: the squaring = +— x2, which is planar and has
maximum differential probability 1/p, and the power map = — x®.



3.2 Round schedule

ASHLAR-m = BricksF?2 — PowF? — PowP™»r — Pfichunk (k) — PowP™? — PowF? — BricksF?.

Throughout, Rp = 4 denotes the number of full BricksF rounds and R, = 4 the number of
full PowF rounds; both appear in Table 2 and in the constraint count of Section 6.1.

BricksF (full).
A Type-3 Feistel squaring layer followed by Mg: B(y)o = yo and B(y); = y; + y2_; for
1 <74 < t. Costs t — 1 constraints.

PowF (full).
x® on every word, followed by My. Costs c,t constraints, with ¢ = 3, ¢; = 4. Carries the
statistical bracket, and supplies backward nonlinearity: a formal backward-degree barrier
whose attack significance is open (Section 4.1).

PowP (partial power).
x® on word 0 followed by Mi; present only on small fields, n,, = max(0, [MX/(logyp —
logy )] — 2), where M is the margin convention fixed in Section 3.4 (1.075 for -P, 1.25
for -C). This is 0 on 254-bit fields and 1 per side on Goldilocks. The rule is a design
convention: it is reproducible arithmetically, but its security significance is not derived,
since the backward and interpolation arguments it was sized against are not established
(Sections 4.1 and 5.10).

P (partial, chunked).
k squarings in a Feistel chain (u; = y3, uj+1 = (uj + k)2, then y; += uy), followed by
M. There are Repunk = [S/k] chunks costing S constraints in total, subject to a mixing
floor Repunk > 4t.

The chunk lengths are normative. Chunks 1, ..., Rehunk — 1 have length k; the final chunk has
length
klass = S —k(Rchunk — 1) € {1, RN k},

so that the lengths sum to S exactly. Table 2 lists kit per instance; it is 2 for every -C variant
and is not always equal to k.

3.3 Linear layers

Both linear layers are chosen per field, and both choices are supported by measurement rather
than preference (Section 4.4).

External, Mg. Required to be scalar MDS with branch number ¢ + 1; this is what Lemma 6
consumes. Over 254-bit fields we use the Cauchy matrix Mg[i|[j] = 1/(i+t+ 7). Over Goldilocks
we use a circulant with entries bounded by 16, which is equally MDS but admits delayed
reduction across a row: products stay below 269 and a row sum below 274, so one reduction per
output word suffices where the dense Cauchy needs #2.

Internal, M; = J + diag(u). Required to be invertible, to have minimal polynomial of degree
t, to satisfy u1 # —1, and to admit no nonzero invariant subspace inside {z¢g = 0}, but not to
be MDS. The third and fourth conditions are our own rather than inherited: they are not the
POSEIDON2 acceptance test [18], and Section 3.7 describes how the two differ and why ours
suffices. Over 254-bit fields p is drawn as full-random field elements. Over Goldilocks p is drawn
as distinct powers of two, so that p;x; is a shift and the internal layer costs no multiplications at
all:
out; = reduce (Ej zj + (1 < ei)), e; < 32.
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Table 1: The exponent contributed by each term, so the derivation of S can be checked
arithmetically. T is the design target; Bhyp(t) is allowance on top. The listed instances are
candidates under the assumptions of Section 5.7, not instances for which all algebraic attacks
are proven to clear 7.

Instance A (target) M T(At) Buyp(t) S =T+ Bpyp
ASHLAR-3-P 127 1.075 139 8 147
ASHLAR-3-C 127 1.25 162 8 170
ASHLAR-8-P 128 1.075 141 18 159
ASHLAR-8-C 128 1.25 164 18 182
ASHLAR-12-P 128 1.075 142 26 168
ASHLAR-12-C 128 1.25 165 26 191

The bound e; < 32 keeps the accumulator below 2122 for any 64-bit field, so exactly one reduction
per output word is needed.

3.4 Parameter derivation

We fix one target formula and use it everywhere. Define the algebraic target exponent
T(At) = [M-(A+ [logy t])],

where A is the instance’s security target label (Table 2; 127 over BN254 and BLS12-381, 128
over Goldilocks) and M is the margin convention: M = 1.075 for the -P variant and M = 1.25
for the conservative -C.

A is a target label throughout this paper, never a claimed security level. We use the one term
deliberately: a A column in a table of this shape is conventionally read as a claim, and for ASHLAR
it is not one. It is the number the parameters were sized against, rounded. Over the BN254
scalar field the generic classical collision resistance of a one-element digest is %logQ p =~ 126.80
bits, which we round to 127. The design target is that every algebraic attack cost more than
2T, Which parts of that target are established and which are assumed is set out in Section 5.7;
in particular the normative mode’s algebraic security is an assumption, so the rows below are
candidate parameter sets, not validated instances at 127 or 128 bits. The partial-section
length is then

S = T(A\t) + Bpyp(t), Bryp(t) = 2t + 2,

where By, (t) is a separate bypass allowance, not part of the target.

On the bypass allowance. Byy,(t) = 2t + 2 is a design convention, not a derived bound;
it supplies real security bits. It is sized to absorb input- and output-side tricks that skip part
of the engine: an attacker who fixes an input word can render the first chunk constant, and
constraints spent on the output side can cancel top-chunk contributions. Section 5.6 bounds
one such family, at one chunk length per constraint, and the loss depends on the coordinate
set. With input word 0 fized, the branch of (2) our sweep actually measured, the engine loses 7
bits at no = 1, inside By, (3) = 8, and 14 bits at ASHLAR-3-P or 9 at ASHLAR-3-C at np = 2,
both exceeding it; that variant has n; < no and is generically unsatisfiable. With word 0 free,
as the normative rate set has it, (2) predicts losses of 0 and ki, bits, which would sit inside
the allowance, but that branch of the formula is unmeasured (Section 5.6), so we do not rest
the allowance on it. The allowance is therefore not claimed to be sized correctly against the
two-output restriction; what Section 5.6 establishes is that the mechanism is unavailable against
the bracket.



Table 2: ASHLAR instances. Rp and R, are the numbers of full BricksF and PowF rounds. The
t = 3 R1CS counts are ark-measured on BN254 only; the BLLS12-381 instances share the schedule
and the count is derived, not measured. The Goldilocks counts are derived from the schedule.
See Section 6.1 for the per-row provenance split.

Instance field t (rycap) a X(tgt) S Rp Ra mMpp k Rchunk kiast R1CS

AsHLAR-3-P BN254/BLS 3 (2,1) 5 127 147 4 4 0 7 21 7 191
AsHLAR-3-C  BN254/BLS 3 (2,1) 5 127 170 4 4 0 7 25 2 214
ASHLAR-8-P  Goldilocks 8 (4,4 7 128 159 4 4 1 3 53 3 323
AsHLAR-8-C  Goldilocks 8 (4,4 7 128 182 4 4 1 3 61 2 346
ASHLAR-12-P  Goldilocks 12 (8,4) 7 128 168 4 4 1 3 56 3 412
AsHLAR-12-C  Goldilocks 12 (8,4 7 128 191 4 4 1 3 64 2 435

3.5 Instances

Table 2 lists the instances. The -P variants use POSEIDON’s own margin convention and are the
comparison point; the -C variants are the conservative choice. All satisfy the Repunk > 4t mixing
floor (21 > 12, 53 > 32, 56 > 48, and correspondingly for -C).

3.6 Constant generation

All constants derive from SHAKE256 over self-describing seeds recording the variant, prime,
width, «a, S, k, A, and the two linear-layer choices, so that a constant set cannot be silently
confused with another. Field elements are drawn by rejection sampling with a masked leading
byte and big-endian interpretation; two streams are used, from a base and a chunk seed; and the
draw order is normative because it fixes stream positions. The complete grammar, sampler, and
derivation order are given in Appendices B.1 to B.3, in enough detail to reproduce the frozen
vectors. Selected constants and the frozen anchors are listed in Appendix C.
Four acceptance gates run inside generation rather than as post-hoc checks:

e My is redrawn until it is invertible and has minimal polynomial of degree ¢.

o M is additionally redrawn if g3 = —1. This is the condition Lemma 11(b) needs for the
output coefficient ¢g = 1+ p; to be nonzero at output coordinate 1, and hence for deg F' = 2°
at every constrained output coordinate. It is independent of the first gate: invertibility and
minimal-polynomial degree ¢ do not imply it.

o My is redrawn if the largest Mij-invariant subspace contained in {xg = 0} is nonzero, equiva-
lently, if the observability index v of Definition 4 does not exist (Section 3.7). This bounds
the span of an S-box-inactive subspace trail; it does not exclude short ones. This gate implies
the minimal-polynomial condition of the first; Appendix A.5 states the implication rather
than presenting the two as independent.

e Mg, in the Goldilocks circulant construction, is redrawn until every square submatrix is
certified nonsingular: all (Qtt) — 1 of them, which is 2,704,155 minors at ¢t = 12 and 12,869 at
t = 8. Budget exhaustion aborts generation rather than falling back, because a constant set
whose Mg is not proven scalar MDS violates the hypothesis of Lemma 6 and must not exist.

The Mg gate matters because sampled MDS testing is not sound: during this work a sampled
check (exhaustive to 3 x 3 plus 3000 random larger minors) accepted a matrix that exhaustive
certification found to have 72 singular 4 x 4 minors. Both certifications are implemented twice,
by independent algorithms, and agree (Appendix D).



3.7 The subspace-trail gate, and how it differs from POSEIDON2’s

POSEIDON2 [18, §5.3] gives a condition on the internal matrix that prevents arbitrarily long
subspace trails: the minimal polynomials of M, MIQ, MI?’, ... are irreducible and of maximum
degree. That paper is careful to add that the condition is sufficient but not necessary. Our
generation gate, invertible with minimal polynomial of degree ¢, is strictly weaker: it asks for
maximum degree but not irreducibility, and says nothing about the powers. Describing it as
“the POSEIDON2 acceptance test” would therefore be wrong.

Nor could the claim be repaired by checking the stronger condition after the fact: five of our
eight normative instances fail it, the characteristic polynomial of M7 being reducible at both
BLS12-381 instances and at three of the four Goldilocks instances (for example, at ASHLAR-8-P
it factors as an irreducible quadratic times an irreducible sextic).

Instead we compute the object the condition is sufficient for. Let W = {z¢p = 0}, the
S-box-inactive subspace of the partial layer: on a coset of any U C W the S-box argument z is
constant, so the layer acts affinely, x — Mz + const. ‘

Write H, = (\j_o My ’W for the r-step intersection and V* = ;5o My ’W for its limit, the
largest Mi-invariant subspace contained in W. Since F; is finite-dimensional the descending
chain Hy D Hi D --- does stabilise after finitely many steps: every strict inclusion drops the
dimension, so there are at most ¢ strict drops, and its stable value is V*. So V* = {0} is
equivalent to the existence of a finite index at which the intersection dies, and that index is
what the argument needs.

What does not follow is that the chain has reached its limit at any particular small index one
might have in mind, and in particular V* = {0} does not exclude short inactive trails. Concretely:
for any invertible M; and ¢ > 3, W and Mle are hyperplanes, so dim Hy > ¢t —2 > 0, and
any nonzero Uy C H; with U; = MUy is a genuine one-transition inactive trail.

Definition 4 (Observability index). v = min{r : H, = {0} }, which exists exactly when
v = {0}

Lemma 5 (Inactive trails cannot span v transitions). No nontrivial S-boz-inactive subspace
trail spans v or more chunk transitions. Moreover v =t — 1 whenever V* = {0}.

Proof. See Appendix A.5. O

v is computed exactly by the annihilator iteration Ag = ann(W), A,11 = [A,; A, M), stopping at
the first r with ker(A,) = {0}. We measure dim H; =t —2 and v =t — 1 at all eight normative
instances (v =2 att =3, 7T at t =8, 11 at ¢ = 12), both diagonal modes and all three fields.

The conclusion the design needs is that no inactive trail spans the partial section, and it
follows with a wide margin: every normative instance has Reyunk > 4t >t — 1 = v, the tightest
being Rcnunk = 21 against v = 2 at ¢ = 3 and Rehunk = 56 against v = 11 at ¢t = 12. Shorter
inactive trails are not claimed to be absent: Lemma 5 says they cannot reach length v, and the
one-transition trails above exist. This is a different conclusion from the POSEIDON2 condition
rather than a uniformly stronger one: it is exact and instance-specific where theirs is sufficient
and generic, but it is a statement about the partial section with this Mj, not a matrix criterion.
For the bracket rounds the question does not arise, since a full PowF layer has {0} as its only
inactive subspace, so any trail crossing one activates all ¢ S-boxes and falls under Lemma 6.

Promoting this from a per-instance check to a generation gate is free: every norma-
tive instance accepts on its first draw, so no frozen constant, seed or test vector moves.
(checks/48-mi-subspace-and-poseidon2-reconciliation.py, Appendix D.)

The subspace gate implies minimal-polynomial degree ¢, but not conversely; a counterexample
and proof are in Appendix A.5. We retain both tests because the weaker test fixes the frozen
draw procedure and provides an independent implementation cross-check.



3.8 Modes

We specify one mode normatively and are explicit about the status of the others, because mode
coverage is a claim about what has been built and tested rather than about what a permutation
could support.

Fixed-arity hash (normative). At ¢ =3,
hash2(a,b) = 7([a, b, 0]),.

This is the normative width-3 fixed-arity mode, and the frozen vectors pin it. It is plain truncation
with a zero capacity input; there is no feed-forward. Full pseudocode is in Appendix B.8. Its
algebraic security is an assumption, not a consequence of Proposition 10; Section 5.7 states
exactly what is and is not established.

Sponge. The permutation is a drop-in for the standard sponge at capacity cap, and the CICO
analysis of Section 5 is stated in exactly those terms. We do not specify padding, domain
separation or an initial value here, and the reference implementation does not provide them, so
there are no frozen sponge vectors. An implementation choosing a sponge must fix those details
itself; they are not part of this specification.

Not specified. Earlier descriptions of this design listed a truncated feed-forward compression
and a Fiat—Shamir duplex. Neither is implemented in the reference, neither has frozen vectors,
and neither is claimed here. Extending mode coverage, with padding, domain tags, and vectors
for each mode, is future work; until it is done the normative surface of ASHLAR is the permutation
of Appendix B.7 together with hash2.

4 Design rationale

4.1 Why squaring

Squaring reaches the R1CS degree ceiling, but it is not a permutation over an odd prime field
and supplies no backward degree by itself. ASHLAR therefore uses it only in Feistel position and
surrounds the engine with invertible ® rounds. An output-side construction crossing two such
rounds meets inverse exponents of order p and hence unreduced formal degree of order p?. We
do not turn that observation into an attack bound: doing so would require a specified quotient
ring and interpolation analysis.

The bracket costs 4cqt+4(t—1)+2n,,c, constraints. It is 44 of ASHLAR-3-P’s 191 constraints
and 244 of ASHLAR-12-P’s 412; therefore the engine’s optimality does not make the complete
hash globally R1CS-optimal.

4.2 Why a mixed bracket

Here bracket means the four BricksF rounds, four full PowF rounds, and the 2n,, partial-power
rounds surrounding the engine; bracket core excludes the latter. The two round types have
different roles. The PowF blocks alone yield the active-S-box bounds of Lemmas 6 and 9;
BricksF is cheaper and adds uncounted nonlinearity. The bracket also prevents the exact linear
cancellation measured on the bare engine, although that was discovered after the design and
excludes only one multi-output mechanism (Section 5.6).
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4.3 Why chunking, and what it costs

Applying M; once per k squarings leaves R1CS cost and structural degree unchanged but reduces
native matrix applications from S to Repunk (from 147 to 21 at width 3). The tradeoff is algebraic:
on the bare engine an additional output constraint removes roughly one chunk of geometric
degree, with the exact loss determined by the final chunk length (Equation (2)). The tested
cancellation does not survive the normative bracket, but the general multi-output problem
remains open.

4.4 Why the linear layers differ by field

Over Goldilocks, powers-of-two internal diagonals become shifts and a small-entry circulant
external matrix permits delayed reduction; these choices reduce native cost by 7.6% and a
further 23.0%, respectively. The same changes bring no benefit to Montgomery-represented
BN254 arithmetic, where we retain full-random diagonals and a Cauchy matrix.

The circulant is more structured: it preserves the all-ones line and has many invariant
subspaces. The acceptance and subspace tests exclude the inactive trails used by our arguments,
but do not constitute a general invariant- or affine-subspace analysis. This residual structure is
recorded as an open limitation rather than hidden behind the speed measurement.

5 Security analysis

5.1 Methodology and the margin convention

The design target is that every algebraic attack cost more than 27 with T the algebraic
target exponent of Section 3.4 and the per-instance values of Table 1. This is stronger than the
bar a reader may assume: for ASHLAR-3-P the requirement is >23, not >212%. Every claim
below is stated against 27, and the bypass allowance Bhiyp(t) is accounted separately rather than
folded into the target.

5.2 Differential and linear cryptanalysis

Lemma 6 (Mixed-bracket wide trail). Any nonzero differential trail through the ASHLAR
permutation activates at least 2(t + 1) x® S-bozes.

The proof is in Appendix A; the structure is that every layer is bijective on differences, so
both PowF? blocks are entered with a nonzero difference, and each such block is two z® layers
separated by an MDS matrix of branch ¢ 4 1, forcing ¢ + 1 active S-boxes per block.

Lemma 6 is a purely structural counting statement and is proven. The probability estimate
below is not implied by it.

Corollary 7 (under Assumption 8). The best differential trail has probability at most ((a —
1)/p)2 D | which is 27201277 gt t = 3 and 27199079 at t = 12; as rigorous integer-exponent
bounds, <272012 gnd <2159

Assumption 8 (round independence). We use the average-key/Markov-cipher heuristic to
multiply single-S-box bounds across rounds, as in [17, 24]. It is not implied by the active S-box
count for a fixed unkeyed permutation with public constants.

Note also that Corollary 7 bounds a single trail, not a differential hull; we do not bound the
hull. Both figures are more than 1300 bits below the 272} collision target, and both count only
the four PowF rounds; the four BricksF rounds are additional margin.
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For masks (ain, aout), define the correlation across z — z® by

. 1 .
X(@in, aout) = 5 Z ep(aout & — ain ), ep(z) = exp(2miz/p),
x€Fp

and the Weil bound gives |¥| < (o — 1)p~'/? for nonzero masks.

Lemma 9 (Active S-boxes on the linear side). A linear trail is nontrivial if at least one of its
mask vectors is nonzero. Any nontrivial linear trail with nonzero correlation through the ASHLAR
permutation activates at least 2(t + 1) z® S-bozes.

Proof. See Appendix A.3. O

Combining the Weil bound with Lemma 9 under the usual piling-up heuristic, the absolute

correlation of a nontrivial linear ¢rail with nonzero correlation is at most ((ov — Lp~V 2)2(t+1),

which is 2799839 at ¢ = 3 and 27747 at t = 12 (rigorously, <279% and <277%%). This is a
single-trail statement under the same composition heuristic, not a hull bound; we therefore infer
no distinguisher data complexity.

5.3 The engine’s structural degree

The mode’s notion is CICO-(r, cap) with I the rate positions (Definition 2), which at BN254
is CICO-(2,1) and at Goldilocks is CICO-(4,4) or CICO-(8,4). What we analyse in detail is
CICO-(1,1) with I = {0} on the bare engine. This shares an output count with the BN254
notion but is not the same ideal: it has one free input rather than two, and a different coordinate
set. Equal np does not make two CICO problems the same problem. Proposition 13 and the
discussion after it say what carries over and what does not.

So: one free input coordinate X, one constrained output coordinate, remaining input
coordinates fixed to zero. Let wy, ..., ws name the outputs of the S squarings in order.

The system, derived from the chunked engine. It would be convenient to write w;y+1 =
(w; + k;)?, and that 4s the relation within a chunk. It is not the relation at a chunk boundary.
There the engine adds the chunk-final output into word 1 and applies My = J + diag(u), so the
next chunk’s first squaring takes as argument

227 Y5 + Hoyo + 1C

an affine combination of the injected output and the rest of the state, not a constant shift of it.
The correct system is therefore triangular with general affine transitions:

7= (w’L - Li*l(Xawla .. '7wi71)2 (1 S 1 S 5)7 eout(Xa wi, ... awS))v (1)

each L;_; affine, with Ly = ¢y depending on X alone. This is .S + 1 equations in S + 1 unknowns:
the S chain equations alone cut out a curve, and the output equation makes the ideal zero-
dimensional. Write cg for the coefficient of wg in £o,t, and a; for the coefficient in L; of the
highest-degree preceding variable w; (with ag the leading coefficient of ¢y in X).

Proposition 10 (Structure of the engine CICO ideal). Let p be odd. Then, for the system (1):

(i) (needs hypotheses) If degy lo = 1 and a; # 0 for every i, then degw;(X) = 2¢ for all i;
if moreover cg # 0 then deg F' = 2% exactly, where F(X) = Low (X, w1(X), ..., ws(X)).

(it) (form-independent) F,[X,w]/Z = F,[X]/(F) unconditionally. If moreover F # 0, then
T is zero-dimensional of quotient dimension deg F', counted with multiplicity. (If F =0
the quotient is Fp[X], which is positive-dimensional.)
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(iii) (needs F # 0) T is in shape position with respect to X, with LEX basis {F(X)} U {w; —
wi(X)}; X is a separating projection and F' is the canonical eliminant.

The proof is in Appendix A. Parts (ii)—(iii) use only triangularity; part (i) additionally needs
the following coefficients to survive chunk boundaries.

Lemma 11 (Transition and output coefficients). Let My = J + diag(u), so that (My); =
> i Yi + 15y;. Then, for any admissible ju:

(a) a; =1 for every i. Within a chunk the transition is u — (u + k)2, of coefficient 1. At a
chunk boundary the chunk output is added into word 1, and word 1 is off-diagonal in row 0
of My, so it enters the mext chunk’s first squaring argument with coefficient exactly 1.

(b) cs # 0 for every choice of constrained output coordinate j, unless j = 1 and p3 = —1.
Indeed cs =1 for j # 1, andcs =1+ py for j=1.

Symbolic propagation verifies these coefficients on all eight normative instances. The
exceptional value p1 = —1 is excluded by the constant-generation gate. The remaining hypothesis
fixes I = {0}, because the first S-box depends on a free input only when word 0 is free. More
generally, deg F' = 27 for the largest j whose output coefficient is nonzero; this degree-drop rule
is checked through S = 12.

Square-freeness. The quotient dimension counts roots with multiplicity. Distinct-root and
dense-output claims additionally assume that the square-free part of F has degree 2°. This
holds in exact experiments through .S = 27 but is neither proved nor measured at normative S.

Base-field solutions. The degree is over [F,,, whereas CICO asks for a solution in F,. Imposing
the field equation gives

FP[X7W]/(IvXp - X) = FP[X]/(F7XP - X)7

whose dimension is at most p. At np = 1, evaluating the length-S straight-line program at every
X € F, decides the engine problem in O(pS) field operations. Over Goldilocks at ¢ = 12, the
squarings alone contribute about 27%4 operations, far below the formal degree 2168,

Assumption 12 (generic-search heuristic). Treat the restricted output map of a CICO instance
as a uniform random mapping: the np output equations act independently, each is satisfied with
probability ~1/p at a random candidate, and at least one base-field solution exists. Then search
succeeds after ~p"0 trials. This does not follow from 7 being a permutation, and for a fixed
permutation with frozen constants we do not prove it. The rigorous statement available without
it is weaker and in the other direction: exhaustive enumeration of the free inputs decides the
instance in p™! evaluations.

Proposition 13 (Side condition for the structural degree to be relevant). Both sides are counted
in field operations. Let Ceya be the field-operation cost of testing one candidate, so that generic
search costs ~=p"™°Coyva against the dense model’s 25, Under Assumption 12, the structural
degree 2° can be relevant to Fp-solution finding only if

no -logyp + logy Ceval > S.
Below that threshold the heuristic generic search is cheaper than 2°.

Since we prove no lower bound on Cley,), We report the stronger conservative condition

no -loggp > S (%)
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Table 3: Conservative side condition (%) at the real capacity, conditional on Assumption 12.

Instance Cap l0gop mologep S slack vs (%)

ASHLAR-3-P/BN254 1 2536 253.6 147 +106.6
ASHLAR-3-C/BN254 1 2536 253.6 170 +83.6
ASHLAR-8-P/Goldilocks 4 64.0 256.0 159 +97.0
ASHLAR-8-C/Goldilocks 4 640 256.0 182 +74.0
4
4

ASHLAR-12-P/Goldilocks 64.0 256.0 168 +88.0
ASHLAR-12-C/Goldilocks 64.0 256.0 191 +65.0

which every instance clears in Table 3. This is only a heuristic necessary condition for 2° to be
relevant, not a solving-cost bound; in particular we do not charge the attacker the cost of our
evaluator.

Every normative instance satisfies it, with 65 bits of slack at the tightest (Table 3). The
O(pS) search above takes no = 1 at capacity 4, where the condition fails, but zeroing one output
word of a capacity-4 sponge is not a CICO solution, so that search solves a problem the mode
does not care about. At capacity 1 it is the mode’s notion, and there p > 2% so the search costs
more than 2% anyway.

5.4 Three separate statements, and what each is worth

Three quantities must not be conflated. First, Proposition 10 is a structural theorem: the
engine ideal has quotient dimension 2° under its hypotheses. Second, if an algorithm must
materialise a dense eliminant or lexicographic basis, output size gives Q(2°) time, conditional on
square-freeness. This restricted model covers the named F;/F5~FGLM, eliminant, FreeLunch,
and resultant paths, but not solvers using the compact straight-line representation. Third,
exhaustive enumeration gives attack upper bounds: p™ evaluations generally, O(pS) for the
one-output engine, and heuristically p™© under Assumption 12.

At BN254 the dense-model 2147 figure for ASHLAR-3-P exceeds its 2139 target, while exhaustive
search is more expensive. Over Goldilocks, the O(pS) route wins at np = 1, so the structural
degree buys nothing for that problem. The deployed Goldilocks capacity is 4, for which generic
search is heuristically p* ~ 22°6; the algebraic cost of that capacity-4 ideal is nevertheless open.

Finally, Proposition 10 does not extend unchanged to ng > 1: output functionals can cancel
their shared top-degree term. The resulting engine degree and its unmeasured normative branch
are treated in Section 5.6; we quote no 20 security margin from that extrapolation.

5.5 FreeLunch and resultant tightness

Under Proposition 10, the quotient dimension and eliminant degree contain no FreeLunch degree
slack. In reversed variable order, MSOLVE [8] performs zero Fy rounds and the measured cost
reappears in change of order, growing as D?3 to D3, This does not identify the initial ideal; it
is only consistent with ©(2°) dense-model cost.

5.6 Multi-output CICO

We report a negative result against our own design, and then its resolution.
On the bare engine, multi-output CICO is cheaper. Take CICO-(n;,np) in the sense
of Definition 2 against the squaring engine alone, with the free input set I any njy rate positions

and the constrained output set O any no output positions, no < ny. Writing (Ki,..., Kr, ..)
for the chunk-length vector (so K. =k for ¢ < Rehunk and Kg,, . = Klast), the degree is not 25
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but

S — Ky #[0¢]] — ZRchunk

Dgeo = 2 = Repunk—m0+2 ¢ (bare engine, np > 1). (2)

For 0 ¢ I, (2) is verified at every measured point and cross-checked at the real prime. The
0 € I branch used by the normative width-3 rate set was not measured and remains conjectural.
The two losses have simple sources:

e Every output word is affine in the free input words and the chunk-final squaring outputs, so
no — 1 constraints can be spent linearly cancelling top-chunk contributions before any algebra.
The cancellations proceed from the top chunk down, so the first costs Kp = kiast, the
second Kp

chunk

unc—1, and so on, not k each, unless the chunk vector is uniform.

e Fizing input word 0, i.e. choosing 0 ¢ I so that it is set to zero rather than left unknown,
makes the first chunk’s S-box argument constant, contributing a further K;. When 0 € 1
this term is absent, and at no = 1 the expression degenerates to Dge, = 25 agreeing with
Proposition 10: a different configuration, so agreement rather than confirmation.

Thus the final chunk must be priced by kjast, not blindly by k; the simpler 25~"0F holds only
for uniform chunks with 0 ¢ 1.

It is specific to ASHLAR. The identical sweep on a POSEIDON partial section loses a constant
logy « bits regardless of np. The difference is structural: POSEIDON’s S-box replaces word 0,
whereas ASHLAR’s chunk output is added into word 1, and that additive injection gives a freed
input word a slot to align with. This is a property of our design rather than of the family.

Effect of the bracket. At normative parameters, no nonzero linear combination in any of 42
probes cancels the last chunk: the minimum surviving degree is 99 over BN254 and 1353 over
width-12 Goldilocks, rather than 0. Reduced systems fit a bracket degree factor

I = o222 o*mw>00 = 100 (BN254, a =5), I = 1372 (Goldilocks, o = 7),

so measured reduced points obey Dgeo(c) = 25—(c=Dhpe and A = K, — log, I". Extrapolating
this fit to normative k predicts a 0.36-bit decrease in logy Dge, for the first additional constraint
at ASHLAR-3-P and an increase at every other instance. This is a fitted geometric-degree change,
not an attacker-cost improvement.

Scope. The established statement is only that the tested linear cancellation is unavailable
against the normative permutation. We have no full both-sides ideal-degree measurement, no
Grobner results beyond two outputs, and no exclusion of nonlinear or resultant reductions. The
general multi-output problem is open.

5.7 What is established for the normative mode

Proposition 10 concerns CICO-(1,1) on the bare engine. The deployed hash2 uses the full
permutation with two free inputs; its sponge, preimage, and collision systems have different
dimensions, and we compute none at normative parameters. The engine theorem and bracket
measurements are evidence, not bounds, for those systems. Algebraic security of the normative
mode therefore remains a hermetic-primitive assumption.
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5.8 Experimental Grobner corroboration

Across 394 single-output engine configurations, four modellings, and two independent engines,
the quotient dimension equals 2° at every point through S = 27, with square-free eliminants
and no degree falls. Four bracketed systems do exhibit degree falls, but retain the ideal degree
predicted by their layer-degree product.

The solving degree satisfies dgoy = 1 + [S/k| at every tested point through S = 24. Its
normative values are extrapolations, not theorems. Before reporting ASHLAR results, the
harness reproduces the published ANEMOTI calibration solving degree and its non-attaining ideal
degree [10].

5.9 Other attack classes

Subspace and invariant attacks. FExact fixed-point computations find no nonzero invariant
subspace inside the inactive spaces used by PowF, BricksF, or P. Thus zero-active partial-section
trails cannot span v = t — 1 transitions, far below Rchunk > 4t; shorter trails exist, and
general affine-subspace mechanisms remain unanalysed. In particular, recent Grobner attacks
on POSEIDON/POSEIDON2 and NEPTUNE exploit subspace trails to linearise only some partial
rounds [19]; our full-span gate does not exclude that strategy. Determining whether ASHLAR’s
short inactive trails yield a comparable reduction is an open problem.

Rebound and slide. No dedicated analyses were performed. The construction has no lookup-
style cheap inbound phase, and fresh constants plus an asymmetric round schedule obstruct
classical round-index slides, but these observations do not rule out broader attacks.

Generic sponge and quantum. Under the hermetic sponge assumption security is capacity-
bound. Quantum collision and preimage costs on 254-bit instances are 2%° (BHT) and 2!27
(Grover), stated rather than claimed.

5.10 Round counts

S =T(\,t) + Bpyp(t) follows Section 3.4. The engine degree and conditional differential trail
bounds clear their respective targets; no normative-mode interpolation or backward-degree
bound is proved. The listed parameters are therefore candidates under Section 5.7, not validated
security levels.

6 Cost

Measurements use the pinned environment of Appendix D. Competitor figures come from third-
party implementations gated against published or frozen vectors; native results are single-threaded
medians with 95% intervals.

6.1 R1CS

The schedule contains Rp = 4 full BricksF rounds at ¢ — 1 constraints each, R, = 4 full PowF
rounds at c,t each, 2n,, partial power rounds at ¢, each, and S squarings at one each. The
constraint count is therefore

C =8+ Rp(t—1) + Racat + 2nppca = S + 4(t —1) + 4deat + 2nppca.

The BN254 width-3 ASHLAR rows are measured in ark-relations; Goldilocks and competitor rows
are derived from the listed schedules using the same operation costs. POSEIDON2 is separate
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Table 4: R1CS constraints per call, with the round schedule each derived count comes from and
per-row provenance. POSEIDON?2 is listed separately from POSEIDON: its linear-layer rewrite is
free in R1CS, but its published partial round count differs (56 against 57), so the two baselines
are not equal.

Design field t schedule constraints vs ASHLAR provenance
ASHLAR-3-P  BN254 3 — 191 — measured (ark)
ASHLAR-3-C BN254 3 — 214 — measured (ark)
PoseipoN BN254 3  Rp=8, Rpartiai=57 243 1.272x derived
POSEIDON2 BN254 3 Rp=8, Rpartial=56 240 1.257x derived
ASHLAR-12-P  Goldilocks 12 — 412 — derived
POSEIDON Goldilocks 12 Rp=8, Rpartiai=22 472 1.146 x derived

Table 5: Native permutation, medians with 95% intervals.

Design field / width median 95% interval ~ vs POSEIDON2
POSEIDON2 (zkhash)  BN254 t=3 5.855 1s [5.740, 6.049] 1.00%
ASHLAR-3-P BN254 t=3 6.488 us [6.446, 6.552] 1.108x
POSEIDON (zkhash) BN254 t=3 13.185us  [13.113, 13.273] 2.25 %
GMIMC (zkhash) BN254 =3 17.338 s [17.096, 17.745] 2.96x
PoSEIDON2 (Plonky3) Goldilocks t=12  0.968 s [0.963, 0.974] 1.00%
ASHLAR-12-P Goldilocks t=12  3.956 us [3.954, 3.958] 4.09%
RPO (miden) Goldilocks t=12  4.789 us [4.781, 4.804] 4.95%

from POSEIDON because its published schedule has 56, rather than 57, partial rounds, giving
240 rather than 243 constraints.

The claim is limited to these two R1CS baselines. The gain comes from the degree engine;
POSEIDON2’s linear-layer savings are already free in R1CS.

6.2 Native

On BN254 ASHLAR is within 11% of POSEIDON2 and roughly twice as fast as POSEIDON. On
Goldilocks it is 4.09x POSEIDON2, a concession we make explicitly (Section 7.3), but ahead of
RPO with non-overlapping intervals.

Where the Goldilocks speed comes from. Two linear-layer changes, both admissible and
both measured. Drawing the internal diagonal as powers of two removes the internal layer’s
multiplications entirely, worth 7.6%. Replacing the dense Cauchy My with the exhaustively-
certified small-entry circulant and reducing once per row is worth a further 23.0% on top of that.
Composed with an implementation fix to the partial-power layers, the permutation runs 1.438x
faster than the frozen baseline.

The artifact retains two rejected optimisations: a lower-multiplication Karatsuba/NTT apply
was 7.5 slower than schoolbook, and an underpowered benchmark initially missed the external
matrix’s effect.

6.3 EVM gas

At the saturated, deployment-realistic setting (runs approximates how often the code is called,
and a hash library is called often), ASHLAR costs 14,232 gas against POSEIDON’s 18,229, a 1.28 x
advantage.

The sweep is reported because optimizer saturation changes the ranking. The POSEIDON2
implementation is width 4; no maintained width-3 Solidity baseline was available.

17



Table 6: Gas per 2-to-1 hash against optimizer_runs. All contracts gated on-chain against
frozen vectors before measurement.

runs ASHLAR-3-P  POSEIDON t=3 POSEIDON2 t=4 Keccak-256
200 18,552 30,485 26,813 418
1,000 18,040 30,485 26,813 418
5,000 14,232 30,485 26,807 418
10,000 14,232 18,229 19,639 418
200,000 14,232 18,229 19,639 418

Table 7: Plonkish rows, maximum gate degree, and the measured extended domain, read from
keygen_vk rather than assumed.

Circuit rows max gate degree extended_k coset blowup
POSEIDON t=3 66 6 10 8%
ASHLAR fold-2 chunk gate 83 (1.258x) 6 10 8x
ASHLAR fold-3 chunk gate 58 (0.879x) 9 10 8%

The arithmetic floor is 326 mulmod + 395 addmod + 2 mod = 5,778 gas, so the measured
14,232 represents a 2.46x overhead (Appendix E).

6.4 Plonkish

With the fold-2 gate ASHLAR needs 83 rows against POSEIDON’s 66, a 1.26x loss that we concede
for that gate; it is not the best gate we measured. The fold-3 gate reaches 58 rows, fewer than
PoOSEIDON, and without enlarging the coset domain: halo2 sizes the extended domain from
quotient_ poly_degree = max_ degree — 1 rounded to a power of two, so degree 6 — 5 — 8x
and degree 9 — 8 — 8x; the doubling begins at degree 10, not 9. Two caveats keep this from
being a clean win: it consumes the entire degree-9 headroom, so any other gate in the ambient
circuit that would push past 9 now doubles the blowup for the whole circuit; and rows are a
packing proxy, since all three circuits sit at the same k = 7 here.

6.5 AIR

AIR cost was not measured and is not ranked.

7 Comparison and positioning

7.1 Cross-family measured comparison

The harness snapshot of 2026-07-21 covers only the rows displayed in each metric; R1CS
coverage is limited to POSEIDON and POSEIDON2. Other families were unavailable in the pinned
setup or left untested, as recorded in Appendix D. Rankings compare candidate schedules, not
security-normalised hashes, because ASHLAR’s normative-mode algebraic security remains an
assumption.

Within that set, and only within it, ASHLAR is first in R1CS (against derived competitor
counts, not measured circuits; Section 6.1), second in native BN254 speed behind POSEIDON2,
ahead of RPO and behind POSEIDON2 in native Goldilocks, ahead of POSEIDON on EVM gas,
behind POSEIDON in Plonkish rows with the fold-2 gate and ahead of it with the fold-3 gate.
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Table 8: Measured CICO-(1, 1) ideal degree in the listed coarse model. The ASHLAR rows also
attain the R1CS ceiling because ng = C and d = 2.

Design / point model C  Bézout measured D att. bits/con.
ASHLAR engine, S=8 8 %X 2 8 256 256 yes  1.0000
ASHLAR engine, S=12 12 x 2 12 4,096 4,096 yes  1.0000
ASHLAR engine, S=14 14 x 2 14 16,384 16,384 yes  1.0000
ASHLAR engine, S=16 16 x 2 16 65,536 65,536 yes  1.0000
ASHLAR engine, S=18 18 x 2 18 262,144 262,144 yes  1.0000
ASHLAR engine, S=20 20 x 2 20 1,048,576 1,048,576 yes 1.0000
POSEIDON partial w5, Rpartiai=4 4 x5 12 625 625 yes 0.7740
POSEIDON partial z°, Rpartiai=6 6 x5 18 15,625 15,625 yes  0.7740
POSEIDON partial 2°, Rpartial=7 7 x5 21 78,125 78,125 yes 0.7740
POSEIDON partial 17, Rpartiai=4 4 x7 16 2,401 2,401 yes 0.7018
POSEIDON partial 27, Rpartia1=6 6x7 24 117,649 117,649 yes  0.7018
RESCUE-PRIME 2°/z'/® 1 round 4x5,2x1 n/a 625 125 no n/a
PoseIDON 2 full + 4 partial 8x5,2x1 n/a 390,625 15,625 no n/a

7.2 Constraints per bit of ideal degree, measured

The proven half of the design thesis is Proposition 1: no R1CS presentation exceeds one bit of
ideal degree per constraint. The measured half asks which designs attain their relevant Bézout
product.

Two notions of attainment are relevant:

(i) R1CS-ceiling attainment. D = 2C for the explicit quadratic R1CS presentation. This is
the equality case of Proposition 1: it requires the presentation to be square in the R1CS
variables, every surviving constraint to have total degree exactly 2, and the homogenisation
to have no solutions at infinity.

(ii) S-box-product attainment. D = []; d; for a specified coarser polynomial presentation
with equations of degrees d; (here the iterated-triangular model, one equation and one
variable per S-box). This is the equality case of the affine Bézout bound for that presentation,
and its hypotheses are squareness and no solutions at infinity in that model, with the d; in
place of 2.

The table reports (ii). For ASHLAR the notions coincide because each degree-2 S-box is one
rank-1 constraint; for all other rows only the stated coarse model is tested.

The ASHLAR engine attains exactly 1.0000 bits per constraint at all six points. POSEIDON’s
partial sections attain their S-box products, but use three or four constraints to buy only log, 5
or log,y 7 bits, producing the measured 0.7740 and 0.7018 rates.

The two non-attaining rows and the ANEMOI calibration are individual reduced configurations,
not family-wide claims; they establish only that attainment must be checked.

7.3 Concessions

We lose on two metrics and one is structural in a way worth naming precisely.

Plonkish. The fold-2 gate uses 1.26x as many rows as POSEIDON; fold-3 uses fewer rows but
consumes all degree headroom.

Goldilocks native (4.09x POSEIDON2). This traces to a single requirement. Lemma 6 counts

active S-boxes per word and therefore needs scalar MDS with branch ¢ + 1. POSEIDON2’s
Goldilocks speed comes substantially from an external matrix that is deliberately not scalar
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MDS (branch ¢/4 4 4). We checked twice that the cheap constructions available in the literature
are inadmissible for us: POSEIDON2’s My-block matrix is branch 7 at ¢ = 12 rather than
13, and the rotational-add construction [28], which is genuinely zero-multiplication and which
we implemented and verified at our width, provides bundle MDS (branch 5 over 4 bundles)
where we need scalar. In that construction the layer is L(z) = 3 ;o (2 < i) — 2 (7 <K j)
over nm words arranged as n bundles of m; a pattern is a choice of the index sets (I, J), and
|G| = |I| + |J| is the number of nonzero entries per row. An exhaustive search over all patterns
with |G| € {5,6,7} at nm = 12 found none passing even the 2 x 2 scalar-minor test. This is a
computational search, not an analytic proof: its code, outputs and certificate live in the artifact,
which is not yet deposited, so we tag it as measured and currently unaudited rather than proven.

Closing the Goldilocks gap would require a bundle-oriented redesign and a new wide-trail
argument; we did not pursue it.

AIR. Not measured and not ranked (Section 6.5).

8 Conclusion

ASHLAR replaces the usual power-map degree engine with Feistel squarings. The engine reaches
the proven ceiling of one bit of ideal degree per rank-1 constraint, and the width-3 fixed-arity
hash uses 191 measured constraints against derived counts of 243 for POSEIDON and 240 for
PoOSEIDON2. It also costs less gas than the measured POSEIDON hash implementation. The
corresponding BN254 permutation runs within 11% of POSEIDON2 natively. The gain is specific
to multiplication-priced settings: the bracket is a substantial fraction of the circuit, the width-12
Goldilocks permutation is 4.09x slower than POSEIDON2, and the Plonkish comparison depends
on the available gate-degree budget.

The security claims are deliberately narrower than the performance claims. We prove the
active-S-box count and the bare engine’s CICO-(1, 1) structural degree, but neither establishes
the algebraic security of the full permutation or its truncated hash mode. The structural degree
is not a lower bound on base-field solution finding, and over Goldilocks exhaustive evaluation
already defeats the one-output engine problem. Multi-output constraints also reduce the bare
engine’s geometric degree by whole chunks in the measured branch where input word 0 is fixed;
the normative width-3 branch with word 0 free remains conjectural. The tested cancellation
does not survive the normative bracket, but the full permutation’s multi-output ideal degree
remains open.

The main open problems are therefore to analyse the normative mode directly, to determine
whether compact eliminant representations enable attacks below dense-materialisation cost, and
to measure or prove the full bracketed multi-output system. The companion repository records
the specification, measurements, negative results, and reproduction commands.
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A  Proofs

A.1 Proof of Proposition 1

Proof. Eliminate the L independent linear equations, leaving C' polynomials of degree at most 2
in n = N — L variables. Since the resulting ideal is zero-dimensional, Krull’s height theorem
gives n < C.

Pass to F,, which preserves the length of a zero-dimensional quotient. If n = C, the affine
Bézout bound applied to the surviving constraints gives D < 2". If n < C, take n generic
E—linear combinations of the constraints that still cut out a zero-dimensional ideal; Bézout
gives the same bound, and adjoining the remaining generators can only decrease the quotient
dimension. Thus D < 2™ < 2.

Equality D = 2 first requires n = C' and every survivor to have degree exactly 2. Under
those conditions, projective Bézout is tight precisely when the homogenised system has no point
at infinity. The passage to the algebraic closure is necessary because the generic combinations
used above need not have coefficients in the finite base field. O

A.2 Proof of Lemma 6

Proof. (F1) Invertibility. Every round function is bijective on states, so distinct state pairs remain
distinct and a nonzero difference stays nonzero: x — x® is a permutation since ged(a,p—1) = 1;
BricksF is a Type-3 Feistel and is invertible for any odd p; My and My are nonsingular (MDS,
respectively acceptance-tested). Hence a nonzero input difference to the permutation is nonzero
at the input of every layer, in particular at the input of both PowF? blocks.
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(F2) Wide trail per block. A PowF? block is exactly two 2% S-box layers separated by Mg.
Let A’ denote the difference after the first S-box layer. A bijective S-box need not preserve
the difference value, but it preserves which coordinates are zero, so wt(A') = wt(A;,). The
first layer therefore has wt(Aj,) active S-boxes, and the second is entered with MgA’ and has
wt(MgA'). Since Mg is MDS with differential branch number ¢ + 1, for any nonzero A/,

wt(A') + wt(MgA') > t+1, wt(A') = wt(Ap).

So each PowF? block entered with a nonzero difference contains at least t + 1 active z® S-boxes.

(Combine.) By (F1) both the front and back PowF? blocks are entered with nonzero
differences, and their active S-boxes are disjoint, being in different rounds. The trail therefore
has at least (t+ 1) + (t + 1) = 2(¢t + 1) active % S-boxes. The partial section and the four
BricksF layers are not counted and are pure margin. O

The bound is tight in the sense that a shortest-active-path search over truncated difference
patterns of one PowF? block returns exactly ¢t + 1 (4 at t = 3, 13 at t = 12), and over the
two-block schedule exactly 2(¢ 4+ 1) (8 and 26), matching the proof.

A.3 Proof of Lemma 9

Proof. Masks pull back through a linear layer M by M7T. Since transposition preserves all square
minors, MET is MDS with branch number ¢ + 1.

For the bijection S(x) = x, character orthogonality gives x(ain,0) = 0 when aj, # 0 and
X(0, aout) = 0 when aqy # 0; the second identity follows by substituting y = z. Consequently
every component transition of nonzero correlation has either both masks zero or both nonzero, so
S-box activity preserves mask support. Because the trail is nontrivial and has nonzero correlation,
a nonzero mask vector therefore remains nonzero through every S-box layer; invertibility of
each linear layer preserves nonzeroness there as well. Both PowF? blocks are thus entered with
nonzero masks. The wide-trail proof for Lemma 6 now applies with Mg , yielding ¢t + 1 active
S-boxes in each block and 2(t + 1) in total. O

A.4 Proof of Proposition 10
Recall 7 from (1). Define the chain polynomials w;(X) € Fp[X] by forward substitution,

wZ(X) = Li_1<X7’UJ1(X),...,wi_l(X))2 (1§ZSS),
with each L;_1 affine and Ly = £y a function of X alone.

Lemma 14. Suppose degx lg = 1, and for each i > 1 let a; be the coefficient of w; in L;. If
a; # 0 for every i, then degw;(X) = 2" for every i, and the leading coefficient of w; is a nonzero
product of squares of the a; and of £y’s leading coefficient.

Proof. Induction. degw; = 2degfy = 2, with leading coefficient the square of ¢y’s, which is
nonzero as I, is a domain. Suppose degw; = 27 for all j < 4, with nonzero leading coefficients.
In L;j(X,wi,...,w;) the term a;w; has degree 2' and every other term has degree at most
max(1,271) < 2¢ so if a; # 0 no cancellation of the leading term is possible and deg L; = 2
with nonzero leading coefficient. Squaring doubles it: degw;1; = 2!, again with nonzero
leading coefficient, since squaring cannot lower degree over a field. O

Remark 15. Both hypotheses are necessary. If £y is constant then every w; is constant. If
some a; = 0 then deg L; is governed by the largest surviving index and the chain degree drops
accordingly. The specialisation to a single uninterrupted chain, L; = w; 4+ k;, has a; = 1
automatically, which is why the hypotheses are invisible in that presentation, and why they
must be stated for the chunked engine, where a; is a coefficient of Mj.
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Proof of Proposition 10. (i) Degree. Assume the hypotheses of Lemma 14. Write lou = co +
cx X 4+ Y5, ciw;. Substituting,

S
F(X) = CQ+C)(X+ZCZ"LUZ'(X).
i=1

Let j = max{i : ¢; # 0} when some ¢; # 0. By Lemma 14 the term cjw;(X) has degree 2/
while every other surviving term has degree at most max(1,2/71) < 27, so no cancellation of the
leading term is possible and

deg F = 27, j = max{i: ¢; # 0}, (3)

with deg F' < 1 if every ¢; vanishes. Taking j = S: given the chain hypotheses, c¢g # 0 is
necessary and sufficient for deg F' = 2.

(1t) Quotient. Let ¢ : F)[ X, w, ..., ws] = F,[X] be the Fp-algebra map with X — X and
w; — w;(X). Every chain generator lies in ker ¢ by construction and 1 ({oy) = F, so ¥(Z) = (F)
and v induces a surjection Fy[X, w|/Z — F,[X]/(F).

For injectivity: modulo the chain generators each w; is congruent to w;(X), so every class
has a representative in F,,[X]; such a representative mapping to 0 is divisible by F' and hence
already lies in Z. Thus F,[X,w|/Z = F,[X]/(F).

This step uses no hypothesis on deg F'. Write d = deg F'. If F' # 0 then F,[X]/(F) is an
IF,-vector space of dimension d, so Z is zero-dimensional of quotient dimension d, counted with
multiplicity. If F' = 0 the quotient is [F,,[ X ], which is positive-dimensional; this is the excluded
case. Only after adding the hypotheses of part (i), degx fop = 1, all a; # 0, and cg # 0, does
d=25.

(7ii) Shape position. Assume F # 0 and let d = degF' as above. The set {F(X)} U
{w; — w;(X)}£, lies in Z, and under LEX with wg > --- > w; > X its leading terms are
wg, . ..,wi, X% The ideal they generate has colength d, which by (ii) equals the colength of Z;
hence the set is a LEX Grobner basis. The variety is therefore a graph over the X-line, so X
separates the points of V(Z) and F' is the canonical eliminant rather than an arbitrary projection.
Under the hypotheses of (i) this specialises to leading term X 2% and colength 2. O

Remark 16. The argument is elementary and self-contained; in particular it does not use [23],
which we cite only for solving-degree questions.

The argument does not require p > 2%, and that absence is a warning rather than a
reassurance. The degree is computed over F,. When 25 > p, almost all of the 25 roots lie in
extension fields and the count says little about [Fp-solution finding. Proposition 13 gives the
necessary condition for it to say anything at all, and over Goldilocks at ng = 1 that condition
fails. The absence of a hypothesis p > 27 is therefore not evidence that the result transfers to
Goldilocks unchanged.

What follows, and what does not. From Proposition 10: the change-of-order step is driven by
the quotient dimension 2°; the eliminant-and-factor path must handle a univariate of degree 2°;
and no reordering evades either, the quotient dimension being an invariant of Z. What does not
follow is the number of distinct solutions, which additionally requires F' to be square-free. That
property is assumed, not proven, and is supported only by reduced-instance tests (Section 5.3).
Lemma 14 and (3) are checked numerically for S < 12 over a 61-bit prime, including the degree
drop to 27 as successive top coefficients are zeroed.

A.5 Observability and gate nesting

Proof of Lemma 5. Let (Uy,...,U,) be an inactive trail with Uy # {0}. Each U; C W, and the
affine action on its cosets has linear part Mr; hence MiU; C U;41 and Uy C H,.. If r > v, then
H, = {0}, a contradiction.
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Moreover, ann(H,) is spanned by el , ed My, ..., el MT. This Krylov space gains one dimension
per step until it saturates. It reaches rank ¢ exactly when e(:]p is cyclic, and then first does so at
r =t — 1; otherwise H, never becomes zero. Thus V* = {0} implies v =t — 1. O

The same Krylov description shows that the subspace gate implies that the minimal poly-
nomial of My has degree t: a relation of smaller degree would bound the row-space dimension
below ¢t. The converse fails. Over Fj, take t = 3, u = (1,2,2), and

2
My = J +diag(p) = [ 1
1

— W

1
1
3

This matrix is invertible with minimal polynomial of degree 3, but rank{el’, e M, egMIQ} = 2;
it passes the minimal-polynomial gate and fails the subspace gate.

A.6 Invariant subspaces of the Goldilocks circulant

For completeness we record the computation behind Section 5.9. For a matrix M and a subspace
W = ker A, the largest M-invariant subspace contained in W is ker A, where Ay = A and
Aj1 = [Aj; A;jM)] iterated to a fixed point. Applied with W the BricksF-inactive subspace
(e4—1) and with W the P-inactive hyperplane {xo = 0}, the result is dimension 0 in every case,
for both the circulant and the Cauchy, at t = 8 and ¢ = 12.

Dimension 0 at the fixed point does not exclude trails of every finite length, and we no longer
claim it does: the finite intersections H, of Section 3.7 decrease to that fixed point without
reaching it early, and dim H; =t — 2 > 0. What it establishes is that the observability index v
of Definition 4 exists, so by Lemma 5 no inactive trail of that shape spans v =t — 1 or more
transitions; for the P hyperplane that is 7 at ¢ = 8 and 11 at ¢t = 12, against Rehunk of 53 and
56.

B Normative pseudocode

This appendix is normative and complete: an implementation following it reproduces the test
vectors of Appendix C bit for bit. It is transcribed from the reference implementation that
generated those vectors, not written independently of it. All arithmetic is in F,, unless stated.

Range convention (normative). The notation a..b denotes the inclusive integer range
a,a+1,...,b, and is empty when b < a. Both cases occur normatively: for i in 0..np,-1
is empty on 254-bit fields, where n,, = 0, and the chain loop for j in 0..len.-2 is empty
for a chunk of length 1, which is what kst = 1 produces. This is stated explicitly rather than
inherited from a programming language, since the convention differs across languages and this
appendix is meant to be reproducible bit for bit.

B.1 Field-element sampling
Let ny = [bitlen(p)/8] and

9 (bitlen(p) mod 8) _ 1, bitlen(p) Z0 (mod 8),

topmask = )
OxFF, otherwise.

Stream(seed) :
xof ¢ SHAKE256 (UTF-8 bytes of seed), read sequentially from offset 0O

next_element () :
loop:
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b < next n, bytes of xof

b[0] + b[0] AND topmask (mask the first byte)
v ¢ int.from_bytes(b, big-endian)
if v < p: return v (else reject and repeat)

next_nonzero(): loop { v ¢ next_element(); if v # 0: return v }

Rejection sampling is unbiased and the byte order is big-endian; both matter for vector
reproduction.

B.2 Seed grammar

Two streams are used, from two seeds. Let MEXT denote the fragment ;mext=circ16 when the
external matrix is the Goldilocks circulant and the empty string when it is Cauchy.

base: Ashlar-vi;variant={P|C};p={p};t={t};alpha={a};S={S};
npp={n,,};lambda={A};diag={full | pow2}MEXT

chunk: Ashlar2-vl;variant={P|C};p={p};t={t};alpha={al};S={S};
k={k};lambda={\};diag={full | pow2}MEXT

All numeric fields are decimal without padding, and the fragments appear in exactly this order
with no whitespace. The empty-fragment convention for Cauchy is deliberate: it keeps the
254-bit seeds, and hence their constants and vectors, unchanged by the introduction of the
circulant.

B.3 Constant derivation order

The order is normative because it fixes the stream positions.

Base stream. From the base seed, in this order:

1. Mg. In the Cauchy case it is the closed form Mg[i][j] = (i +t+7)~! and consumes no stream.
In the circ16 case it is drawn from its own separate seed (Appendix B.5) and likewise does
not touch this stream. Either way the positions below are unaffected.

2. Mj, by the applicable draw of Appendix B.4. This consumes the stream, including the vectors
used by the minimal-polynomial test.

3. rc_full: Rp + R, = 8 rows of ¢ elements, via next_element.
4. rc_pp: 2ny, rows of t elements.

5. rc_part: S rows of t elements. Drawn but unused by the chunked schedule; it is retained
so that the base stream position matches the unchunked design, and implementations must
draw it to stay in step.

Chunk stream. From the chunk seed, in this order:

1. rc_chunk_add: Rgunk rows of ¢ elements.

2. rc_chunk_chain: for ¢ = 0,..., Rchunk — 1, a row of len. — 1 elements, where len. =
min(k, S — kc) is the length of chunk c. The rows are ragged; the last has kjs¢ — 1 entries.
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B.4 Internal matrix draws

M = J + diag(p) with J the all-ones matrix. Acceptance is identical in both cases and has four
gates: puj # —1; Mj invertible; no nonzero Mi-invariant subspace inside {xp = 0} (Section 3.7);
and minimal polynomial of degree exactly ¢, the last tested by drawing trial vectors from the
same stream and checking that the Krylov matrix {v, Mjv, ... ,Mfflv} has rank ¢. The first
three consume no stream; only the Krylov test does.

The first gate is what makes Lemma 11(b) hold for every constrained output coordinate,
including j = 1, where cs = 1 + p;. It is a normative acceptance condition and not a post-hoc
observation: invertibility and the minimal-polynomial degree do not imply it. Over F5 with
t=3and pu=(1,—1,1), for instance, My = J + diag(u) = @ é i) is invertible, v = (0,0, 1) has
a full-rank Krylov matrix, and

eg 1 00
rank egMI =rank |2 1 1| = 3,
eOT]\JI2 1 30

so its largest Mi-invariant subspace inside {xg = 0} is also zero. All three other gates therefore
pass, while ¢g = 0 at output coordinate 1.

accept (M, p):

if p; = —1: return false (no stream consumed)
if not invertible(M): return false (no stream consumed)
if inv_subspace_dim(M, {z9=0}) > 0: return false (no stream consumed)

// Krylov min-poly test; consumes the stream
repeat 3 times:
v < [next_element() for i imn 0..t-1]
K « [v, Mv, M2%v, ..., Mt 1vy]
if rank(K) = t: return true (remaining trials NOT drawn)
return false
draw_full: 1loop { u; < next_nonzero() for i in O..t-1;
if accept(J +diag(p), pn): return }

draw_pow2: loop {
exps < [ ]
while |exps| < t: e < next_element() mod 32; if e ¢ exps: append e
Wi < 2%; if accept(J +diag(u), p): return }

Three stream details are normative because they move every later constant. (1) accept short-
circuits: a rejection at the pj, invertibility or invariant-subspace gate consumes no additional
Krylov-test elements. The elements already drawn to build that candidate (¢ nonzero field
elements in draw_full, the exponent draws in draw_pow2) remain consumed, and the next
candidate continues from the current XOF position. The stream is never rewound and no byte
is reused. (2) The min-poly test draws one length-t vector per trial and stops at the first success,
so the number of vectors consumed is 1, 2 or 3. (3) On failure the whole matrix is redrawn: for
draw_pow2 the entire exponent vector, not a single entry. The bound 32 is POW2_EXP_RANGE
and requires ¢t < 32; duplicate exponents are rejected and redrawn individually within the
vector-building loop.

Neither new gate moves any frozen constant. Adding a gate to accept can in prin-
ciple shift the whole stream, so we checked rather than assumed, for both. Every one of
the eight normative instances accepts on draw number one with no earlier stream-consuming
candidate, so no reordering is possible under either gate. The u; gate is additionally unreach-
able for the four draw_pow2 instances, since p; is a power of two and p — 1 is not, over
either Goldilocks or a 254-bit prime; and every accepted p across all eight has pu; # —1
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and dimV* = 0 already. The frozen constants, test vectors and seeds are therefore un-
changed by both corrections. (validation/ashlar-final/scripts/check_mul_gate.py and
checks/48-mi-subspace-and-poseidon2-reconciliation.py, Appendix D.)

B.5 External circulant draw (circ16)

From the dedicated seed Ashlar2-MDS-v1;p={p};t={t};maxentry=16;tag=t{t}, draw candi-
date first rows and accept the first whose circulant is ezhaustively MDS: all (2:) — 1 square
submatrices nonsingular (2,704,155 at ¢t = 12; 12,869 at ¢t = 8). Sampled testing is not admissible.
Budget exhaustion is a hard error and must not fall back to another construction.

Two conventions are normative and are not determined by the accepted row alone:

o Entry sampler. Each entry is ¢ = (next_element() mod 16) + 1 € [1,16], i.e. reduction
modulo 16, not rejection sampling. The two differ, and the resulting bias is irrelevant
here because acceptance is by exhaustive MDS certification rather than by distributional
assumption.

e Circulant orientation. With accepted first row g,
Mg[illj] = g[(j —4) mod ],

i.e. each row is the previous one rotated right. The transpose convention g[(i — j) mod ]
gives a different matrix and different vectors.

B.6 Round layers

Constants are added at the start of every layer, before any nonlinearity. Indices are 0-based.

BricksF(x, rc):
Yi < x; +rc; for i in 0..t-1
20 ¢ Yo; i<+ yi+yl, for i in 1..t-1
return Mg -z

PowF(x, rc):
Yi < (¢ +7¢;)® for i in 0..t-1
return Mg -y

PowP(x, rc):
Yi < x; +re; for i in 0..t-1; Yo < Yo
return M-y

Chunk (x, c):
Yi < ; + rc_chunk_add[c|[i] for i in 0..t-1
u Y2
for j in 0..len.—2: u < (u+ rc_chunk_chain|c][j])
Yy t+u
return M-y

2

Note that Chunk performs len, squarings using len. — 1 chain constants, and that the squaring
output is added into word 1 rather than replacing word 0, the structural point of Section 5.6.

B.7 The permutation

permute(x) :
T < BricksF(x, rc_full[0]); « ¢ BricksF(x, rc_full[1])
T + PowF(x, rc_full[2]); T < PowF(x, rc_fulll[3])
for i in 0..mpp-1: =z < PowP(x, rc_ppl[il)
for ¢ in 0..Rchunk—1: T < Chunk(x, c)
for i in 0..npp-1: 2 < PowP(x, rc_pplnyy+il)
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T < PowF(x, rc_fulll[4]); T + PowF(x, rc_fulll[5])
T < BricksF(x, rc_full[6]); « ¢« BricksF(x, rc_full[7])
return x

The input is reduced mod p coordinatewise on entry. Note the rc_full indices: they cover the
eight bracket-core rounds only, the front half using rows 0-3 and the back half rows 4-7, in that
order. The PowP rounds, which the inclusive sense of “bracket” (Section 4.2) also covers, draw
from rc_pp instead and are indexed separately above.

B.8 The fixed-arity hash

hash2(a, b) = permute([a, b, 0])g t=3)

This is the normative width-3 fixed-arity mode; the frozen vectors of Appendix C pin it. It is
plain truncation of the permutation output with a zero capacity input; there is no feed-forward.
Its algebraic security is an assumption, not a consequence of the engine result of Section 5.3: the
relevant preimage and collision systems are systems in the full permutation, distinct from the
engine ideal. See Section 5.7.

C Constants and test vectors

All constants derive from SHAKE256 over the self-describing seeds below. The seeds record the
linear-layer choices (diag, mext), so a constant set cannot be confused with another instance’s.

Normative seeds (verbatim).

Ashlar2-12-P / Goldilocks
base : Ashlar-vl;variant=P;p=18446744069414584321;t=12;alpha=7;
S=168;npp=1;lambda=128;diag=pow2;mext=circi16
chunk: Ashlar2-vl;variant=P;p=18446744069414584321;t=12;alpha=7;
S=168;k=3;lambda=128;diag=pow2;mext=circl6

Ashlar2-3-P / BN254
base : Ashlar-vil;variant=P;p=2188824287183927522224640574525727508854836440
0416034343698204186575808495617 ; t=3;alpha=5;5=147 ;npp=0;
lambda=127;diag=full
chunk: Ashlar2-vl;variant=P;p=2188824287183927522224640574525727508854836440
0416034343698204186575808495617 ; t=3;alpha=5;5=147 ;k=7;
lambda=127;diag=full

Line-wrapping convention. Every wrapped line in this appendix, in both seeds and test
vectors, is continued by concatenation without whitespace. The two scalar moduli, unwrapped:

BN254 21888242871839275222246405745257275088548364400416034343698
204186575808495617

BLS12-381 52435875175126190479447740508185965837690552500527637822603
658699938581184513

Complete literal seeds for all eight normative instance/field combinations (ASHLAR-3-{P,C}
over BN254 and BLS12-381, and ASHLAR-{8,12}-{P,C} over Goldilocks), unwrapped, are in the
artifact.

The absence of an mext fragment denotes the Cauchy external matrix; this keeps the 254-bit
seeds, and therefore their constants and vectors, byte-identical across the introduction of the
Goldilocks circulant.
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External matrix, Goldilocks circulant (mext=circ16). First rows, each certified MDS by
exhaustive enumeration of all (%) — 1 minors:

t=12:[3,7,8,1,2,16,13,8,11,16,14,15],  ¢t=8:[3,13,1,12,10,3,8,7].

Internal diagonal exponents (diag=pow2), u; = 2.

ASHLAR-12-P e = [24,26,28,7,11,15,17,4, 21, 14, 10, 23]
ASHLAR-12-C e = [18,16,19, 22, 31, 26, 15, 25, 14, 20, 2, 5]
ASHLAR-8-P e = [31,1,2,30,27,3,16,12]

ASHLAR-8-C e =[27,14,25,22,11,6,8, 28]

Each passed the invertibility and minimal-polynomial-degree-t acceptance test on the first draw.

Test vectors. Anchors for the normative instance set, i.e. (diag,mext) = (full, cauchy)
over 254-bit fields and (pow2, circ16) over Goldilocks. Values are hash2(1,2) for ¢ = 3 and

7([0,...,t — 1])p otherwise. Wrapped decimal lines concatenate without whitespace.

Ashlar-3-P /BN254 7902654421906034810035615223121490672730849636714
546728708409919952900715562

Ashlar-3-C /BN254 5343600999850846504623024859233955436208046739132

743269418955510388787910457

Ashlar-3-P /BLS12-381 4050796379741608195871467420564410964364672182714
6353627937677004095579574560

Ashlar-3-C /BLS12-381 7487102555721917544979206093866961840154945045163
380403139343626770707139278

Ashlar-8-P /Goldilocks  8298210515985307202

Ashlar-8-C /Goldilocks 12316465930648915695

Ashlar-12-P/Goldilocks  3015066046970588374

Ashlar-12-C/Goldilocks 11960517164333123340

These are regenerated from the normative instance set rather than transcribed. A conformance
check re-derives each of them from the pseudocode of Appendix B alone, without importing the
reference implementation (Appendix D).

The full constant sets, and 17 permutation cases per instance in both diagonal modes, are in the
artifact (Appendix D).

Naming note. The reference implementation’s seed strings read Ashlar2, retained from the
design’s internal lineage (TRUSS — ASHLAR — ASHLARZ2, the last adding the chunked partial
section). The design named ASHLAR in this paper is that implementation; the seed strings are
reproduced verbatim above so the artifact matches bit for bit.

D Artifact and reproduction

Every measured table row and numbered experimental claim is mapped to a driver, raw out-
put, provenance, byte length, and SHA-256 prefix in artifact/MANIFEST.csv. The checker
artifact/check_manifest.py verifies labels, raw-output paths, driver paths, hashes, and se-
lected headline values. A deterministic script builds artifact/deposit/ashlar-artifact.tar.gz
containing the manifest, raw outputs, the reference and benchmarked implementations, confor-
mance vectors, pinned toolchain, and paper sources.

The archive is deposited at 10.5281/zenodo.21800646 [22], built from the pinned revision
v1.0-eprint, so each number is retrievable as well as traceable. Deposit is not audit: nothing
here has been independently re-run, and claims sourced to measurement remain our own.

Measurements used an Apple M2 (4 performance and 4 efficiency cores, 8 GB), Rust 1.88.0,
criterion 0.5, MSOLVE 0.10.1 [8], SageMath 10.7 [27], Foundry 1.7.1, and solc 0.8.24. Exact flags
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and lockfiles are included. Competitor implementations are third-party packages from zkhash,
Plonky3, miden-crypto, and the named Solidity repositories; each reported implementation

passes a published or frozen vector.
The clone and top-level replay commands are:

git clone https://github.com/aryaethn/ashlar
cd ashlar

validation/ashlar-final/run_all.sh
validation/ashlar-gb/run_all.sh
validation/ashlar-bracket/run_all.sh

After cloning, run the three drivers from the repository root. The first checks specification,
constants, acceptance gates, R1CS, native, EVM, and Plonkish results; the second runs the
Grobner campaign after reproducing the ANEMOI calibration; the third runs the multi-output
bracket study.

An independent implementation derived from Appendix B reproduces the frozen anchors
of Appendix C. Correctness gates cover matrix acceptance, exhaustive scalar-MDS certifica-
tion, chunk degree, the mixing floor, optimised-versus-reference equality, and cross-language
agreement. The artifact also retains negative and abandoned runs, including failed matrix
optimisations, sampled-MDS false positives, underpowered benchmarks, and budget-exhausted
Grobner computations.

One experiment remains outstanding: (2) was measured only for 0 ¢ I. Testing the normative
0 € I branch requires projective-degree computations for I = {0, 1}, not merely a new flag to the
existing affine driver. We therefore leave that branch conjectural rather than count agreement
with a different CICO configuration as evidence.

E EVM gas decomposition

The BN254 ¢ = 3 instance emits, per 2-to-1 hash, exactly 326 mulmod, 395 addmod and 2 mod

operations. The counts are produced by the contract generator rather than counted by hand, and

the 326 multiplications agree with the operation-count model’s independent prediction for the

same instance, a cross-check that the generator and the model describe the same computation.
At EVM prices (8 gas for mulmod and addmod, 5 for mod):

326-8 + 395-8 + 2-5 = 5,778 gas.

Against the measured 14,232 gas at a saturated optimizer this is an overhead factor of
2.46x, covering stack manipulation, memory traffic, calldata handling and the dispatch. At
optimizer_runs= 200 the same contract costs 18,552 gas, an overhead of 3.21x.

The optimizer artifact. The 2,016-gas gap between the two diagonal variants at low
optimizer_runs (namely 200) is not a property of either design. To be precise about what is
and is not identical: the two contracts are generated from the same source operation schedule,
with identical mulmod/addmod/mod counts and identical operation ordering, and differ only in
the values of the three pu literals. Their deployed bytecode differs: at a low runs budget solc
rematerialises large constants as computed instruction sequences to save deployment bytes, so
the runtime instruction sequence is not the same even though the arithmetic schedule is. The
effect was isolated with a controlled diagnostic: the full contract with only those three literals
replaced reproduces the entire delta. At runs > 5,000 the optimizer stops trading runtime cost
for code size and both contracts cost 14,232. This is recorded here because it is the kind of
measurement artifact that can be mistaken for a design property.
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